Networking Multiple Virtual Hadoop Clusters

Overview

The Mass Open Cloud infrastructure is intended to be leveraged by multiple simultaneous users (i.e. Tenants), with each Tenant running one or more Virtual Hadoop Clusters. This paper describes a method of networking that ensures that each Hadoop Compute Node (i.e. HCN) communicates with the correct Cache Node.

This paper is written as a set of instructions for the setup of this network. However, it is really intended as just an example. The precise configuration will need to be determined prior to implementation.

Network Requirements

The environment consists of a set of compute racks. Each rack contains one Cache Node and several Hadoop Compute Nodes. The Cache Node application is distributed across all of the Cache Nodes and it is desirable for the Hadoop Compute Nodes to communicate only with the closest Cache Node. But, because the Hadoop Compute Nodes do not know their location, this mapping is a function of the network.

Basic system requirements are as follows:
· There is one set of Cache Nodes serving all of the Virtual Hadoop Clusters.
· The Cache Nodes must be able to communicate with each other.
· The Cache Nodes will normally only communicate with the Hadoop Compute Nodes that occupy their rack.
· All of the Hadoop Compute Nodes must be able to communicate with all of the other Hadoop Compute Nodes in their Virtual Hadoop Cluster, even if the other Hadoop Compute Nodes occupy a different rack.
· If a Cache Node fails, all of the Hadoop Compute Nodes located in the same rack as the failed Cache Node will be remapped to a Cache Node in a different rack.

Sample Logical Architecture (single Virtual Hadoop Cluster)

Figure 1 provides a conceptual logical architecture for a three rack system containing one Virtual Hadoop Cluster. Figure 2 contains a table of all the IP addresses in use (shown to illustration purposes only.)

In this case, each Rack contains one Cache Node (CN), one Router (R) - which is tenant on the top of rack switch - and four Hadoop Compute Nodes (HCN). Logically, the components are connected as follows:

· Each HCN is connected to its HCN VLAN (here shown as VLAN 1001). Physically, the connection is tagged.[footnoteRef:2]The logical interface is shown as “eth0” in Figure 2. HCN addressing is somewhat random as the addresses are assigned by DHCP. [2: 	 On “tagged” connections, each packet has an IEEE 802.1Q VLAN tag identifying it’s VLAN. (This type of connection is sometimes referred to as a “trunk”, although that term has other meaning as well.) The packets do not have VXLAN labels on them. ] 
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Fig. 1 – Basic Logical Architecture

· Each internal Router (R1, R2 and R3) is also connected the HCN VLAN (here shown as VLAN 1001). Physically, this connection is tagged. Logically, there are two types of connections between the Routers and VLAN 1001. 
· Each internal router is part of a Fabric Virtual Gateway (FVG), which presents a single IP/MAC pair. Any packet sent to the FVG MAC is processed as if it was sent to the physical MAC of the first switch it reaches. This interface is referred to (on each internal router) as the “VE 1001 (FVG)” interface (see Figure 2). In all cases, the Virtual MAC is set to 0202.0202.0202.
· Each internal router also has a traditional interface with a dedicated IP address. This interface is used for diagnostics and is also used to network management functions (such as DHCP helper). This interface is referred to (on each internal router) as the “VE 1001” interface (see Figure 2.)
· Each internal Router is connected to a dedicated “Cache Node VLAN”. The VLAN ID of this VLAN is different for each Router. (In this example, they are VLAN IDs 101, 102 and 103 for R1, R2 and R3 respectively). The associated VE interface (VE 101, VE 102 and VE 103 for R1, R2 and R3 respectively) has the IP address of 10.1.1.2/30. (See Figure 2.)
· Each Cache Node has an interface on the local “Cache Node VLAN” (VLAN 101, 102 or 103, in this example.) In Figure 2, this interface is identified as eth1. The IP address for each of interfaces is 10.1.1.1/30. This interface is used exclusively for communications between the HCNs in a rack and the CN in the same rack.
· Each Cache Node (CN) has an interface on the “Cache Node Transit VLAN” (VLAN 100, in this example.) In Figure 2, this interface is identified as eth0. The IP address for each of interfaces is 10.1.1.1/30. This interface is used for all communications that are not accomplished using the Cache Node VLAN.
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Fig. 2 – Logical Connection Detail
 
· Each Internal Router is connected to the “Cache Node Transit VLAN” (VLAN 100, in this example.) In Figure 2, this interface is identified as “VE 100”. These interfaces are used primarily for management purposes.
· Each Internal Router is also part of a Fabric Virtual Gateway (FVG) on the Cache Node Transit VLAN. This simplifies the flow of traffic from the Cache Node Transit VLAN to the HCN VLAN. In Figure 2, this interface is referred to as “VE 100 (FVG)” and has an IP address of 10.1.100.1/24.
· A DHCP server exists. In this example, it is shown on the Cache Node Transit VLAN, but it can be on any reachable network. This DHCP server will be configured with a scope for the HCN VLAN.
· An edge-router must also exist, providing connectivity to locations outside of this environment (i.e. the Internet). This router is shown as existing on the Cache Node Transit VLAN, but it can be on any reachable network.
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Fig. 3 – Static Routes

Each device will, obviously, insert any connected routes into the route table with an administrative distance of zero (0). This is not changeable.

Each device will have some number of static routes (including default gateways). These are shown in Figure 3. While the administrative distance of a static route is (in most cases) configurable, all static routes will have the default administrative distance of one (1).

Understanding Traffic Flows

Next, let’s look at how traffic will flow through the system by reviewing each path and discussing the logic associated with that path.

From HCN 1.1 to a Cache Node

All of the Hadoop Compute Nodes (HCNs) will be configured to communicate with the Cache Node using the 10.1.1.1 IP address. In this case, let’s follow a packet sent to the 10.1.1.1 address from HCN 1.1.
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Fig. 4 – Traffic Flow from HCN 1.1 to a Cache Node

HCN 1.1 effectively has two routes in its route table. 
· 10.128.1.0/23 is directly connected to the eth0 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.128.1.1 next hop with an Administrative Distance of one (1). (This is a static route.)

The 10.1.1.1 address does not match the 10.128.1.0/23 route, but does match the 0.0.0.0/0 route. Consequently, 0.0.0.0/0 is the longest match and the packet will be sent to the 10.128.1.1 next hop. 

If HCN 1.1 does not already have an Address Resolution Protocol (i.e. “ARP”) entry for 10.128.1.1, it will broadcast an ARP request asking for the MAC address of 10.128.1.1. One of the three routers (R1, R2 and R3) that receives the ARP request for the Fabric Virtual Gateway address (i.e. the router that is designated within the Fabric Virtual Gateway process as the “ARP Responder”) will respond to the ARP request with the MAC address of the Fabric Virtual Gateway. In this case, it’s 0202.0202.0202. HCN 1.1 will then populate it’s ARP table with that MAC address.

The packet will then be transmitted by HCN 1.1 with a destination IP address of 10.1.1.1 and a destination MAC address of 0202.0202.0202.

When the packet arrives at the Top-of-Rack (which also happens to be R1), the destination MAC address is recognized, the layer-2 header is stripped from the packet, and the remainder of the packet will be handed to the routing layer. 

R1 has a number of routes in its Route Table:
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)

The destination IP address of 10.1.1.1 matches two of the available routes:
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)

Of the remaining routes, one has the longest mask.
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)


As a result, R1 will forward the packet directly to 10.1.1.1 via the VE 101 interface.

If R1 does not know the MAC address of 10.1.1.1 on VE 101, it will broadcast an ARP request asking for it. 10.1.1.1 will respond and R1 will populate it’s ARP table with the MAC address of 10.1.1.1.

The packet is then forwarded to the MAC and IP address of 10.1.1.1 on VLAN 101. (It is important to note that all traffic from HCN 1.1 being sent to the 10.1.1.1 IP address will end up on Cache Node CN1 in VLAN 101.)

From HCN 3.1 to a Cache Node

The traffic flow from HCN 3.1 to a Cache Node uses exactly the same logic as the flow from HCN 1.1 to a Cache Node. However, because the packet lands on R3 first (instead of R1), the best route (i.e. the connected route) to the 10.1.1.1 address is towards CN3 on VLAN 103. 
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Fig. 5 – Traffic Flow from HCN 3.1 to a Cache Node
The net effect is that all traffic from an HCN node to the Cache Node address will terminate on the iteration of the cache node that is directly connected (at Layer-3) to the first router reached. Based on the configuration, this is always the Cache Node that is physically in the same rack as the HCN node.

From CN1 to HCN 1.1

When CN1 wishes to respond to HCN 1.1, it sends the packet to 10.128.1.93 (the dynamically… and somewhat randomly… assigned IP address of HCN 1.1). 

[image: ]
Fig. 6 – Traffic Flow from CN1 to HCN 1.1

The route table on CN1 has approximately four entries:
· 10.1.100.0/24 is directly connected to the eth0 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the eth1 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.128.0.0/9 is reachable via the 10.1.1.2 next hop with an Administrative Distance of one (1). (This is a static route.)

In this case, two of the routes match:
· 10.1.100.0/24 is directly connected to the eth0 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the eth1 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.128.0.0/9 is reachable via the 10.1.1.2 next hop with an Administrative Distance of one (1). (This is a static route.)

And, one of the matching routes has a longer mask.
· 10.1.100.0/24 is directly connected to the eth0 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the eth1 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.128.0.0/9 is reachable via the 10.1.1.2 next hop with an Administrative Distance of one (1). (This is a static route.)

From the arriving traffic, CN1 should already know the MAC address of 10.1.1.2, and so the packet will be sent there. As a result, the packet lands on R1.

R1 has a number of routes in its Route Table:
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)

Two of these routes match the destination.
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)

And one has a longer mask.
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)

As a result, R1 will forward the packet to the MAC and IP addresses of HCN 1.1.

From HCN 1.1 to HCN 3.1

Another requirement is that the Hadoop Compute Nodes be able to communicate directly with each other.  In this case, let’s examine a packet flow from HCN 1.1 to HCN 3.1. (The same logic is applied to every pair.)
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Fig. 7 – HCN 1.1 to HCN 3.1
HCN 3.1 has a dynamically assigned address of 10.128.1.57. 

When HCN 1.1 wants to forward the packet to HCN 3.1, it looks at it’s Route Table. HCN 1.1 effectively has two routes in its route table. 
· 10.128.1.0/23 is directly connected to the eth0 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.128.1.1 next hop with an Administrative Distance of one (1). (This is a static route.)

In this case, both routes match the destination, but one route has a longer mask.
· 10.128.1.0/23 is directly connected to the eth0 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.128.1.1 next hop with an Administrative Distance of one (1). (This is a static route.)

As a result, HCN 1.1 will attempt to resolve the MAC address for HCN 3.1 and, upon success, will forward the packet across VLAN 1001.

Multi-Tenancy

Frequently, the system will be called upon to simultaneously support several Virtual Hadoop Clusters. Each cluster will share the same set of Cache Nodes but will have a distinct set of Hadoop Compute Nodes (HCNs).

In the example below (Fig. 8), HCN 1.1, 1.2, 1.3, 1.4, 2.1 and 2.2 are grouped into one Virtual Hadoop Cluster. HCN 2.3, 2.4, 3.1, 3.2, 3.3 and 3.4 are grouped into a different Virtual Hadoop Cluster. (This configuration was selected based on how easy it is to display in a drawing. In reality, a randomized distribution of HCNs between Virtual Hadoop Clusters is supported… at least from the network point of view.)

To support this architecture, the following configurations are required.
· All top-of-rack switches associated with a Virtual Hadoop Cluster need to have both a normal Virtual Ethernet interface and a Fabric Virtual Gateway interface on each VLAN. 
· All Cache Nodes need to have a static route that will cause traffic to HCNs on any Virtual Hadoop Cluster to be sent via the 10.1.1.2 gateway. This is best achieved by defining a supernet for all HCN VLANs. (In this paper, we’re using the 10.128.0.0/9 range for that purpose.)
· The DHCP server must have a scope for each Virtual Hadoop Cluster.

From a practical point of view, we should pre-provision some number of HCN VLANs.
[image: ]
Fig. 8 – Multi-Tenancy


Redundancy

Hadoop Compute Nodes (HCNs) should be considered disposable. If an HCN fails, it will be the responsibility of the surviving nodes to complete the work.

If, on the other hand, a Cache Node fails, it is desirable for the HCNs in that rack to transition to another Cache Node in a nearby rack. The following limitations exist:
· All traffic from a particular HCN must be sent to the same Cache Node.
· The best Cache Node should be one that is in an adjacent rack, based on the topology of the Ethernet Fabric.
· From a practical point of view, all of the HCNs in the rack with the failed Cache Node will failover to the same backup Cache Node.

Two steps are required to implement redundancy.
· A static route must be installed on the Router in a particular rack that points to the Router in the rack with the backup Cache Node.
· Upon the failure of a health check, the VE connected to the failed Cache Node must be administratively shutdown. 
· Upon the re-enablement of a Cache Node, the VE connected to it must be administratively enabled.

Routing to the Backup Cache Node
Think back to the packet flow between HCN 1.1 and CN1 from earlier in the document. Let’s consider what would change if we added a static route as follows to R1: 
· 10.1.1.0/30 is reachable via the 10.1.100.12 next hop with an Administrative Distance of one (1). (This is a static route.)

Now, when a packet destined for 10.1.1.1 arrives on R1, it is faced with the following Route Table.
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.1.1.0/30 is reachable via the 10.1.100.12 next hop with an Administrative Distance of one (1). (This is a static route.)

Three of the routes match the destination IP address:
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.1.1.0/30 is reachable via the 10.1.100.12 next hop with an Administrative Distance of one (1). (This is a static route.)

Two are tied for the longest mask:
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.1.1.0/30 is reachable via the 10.1.100.12 next hop with an Administrative Distance of one (1). (This is a static route.)

And one has the shortest Administrative Distance:
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.1.1.0/30 is reachable via the 10.1.100.12 next hop with an Administrative Distance of one (1). (This is a static route.)

As you can see, the packet will still be send out of the VE 101 interface. There is no change in behavior.

But, let’s say that the Cache Node connected to VE 101 fails, and (as a result) VE 101 is shutdown. The connected route that was just used would be removed from the route table. What would happen if R1 had this Route Table?
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.1.1.0/30 is reachable via the 10.1.100.12 next hop with an Administrative Distance of one (1). (This is a static route.)

As you can see, there are now only six matching routes.
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.1.1.0/30 is reachable via the 10.1.100.12 next hop with an Administrative Distance of one (1). (This is a static route.)

One of these routes has the longest mask:
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.1.1.0/30 is reachable via the 10.1.100.12 next hop with an Administrative Distance of one (1). (This is a static route.)


[image: ]
Fig. 9 – Path from HCN 1.1 to CN2 after CN1 fails.

And one of them has the lowest administrative distance.
· 10.1.100.0/24 is directly connected to the VE 100 interface with an Administrative Distance of zero (0).
· 10.1.1.0/30 is directly connected to the VE 101 interface with an Administrative Distance of zero (0).
· 10.128.1.0/23 is directly connected to the VE 1001 interface with an Administrative Distance of zero (0).
· 0.0.0.0/0 is reachable via the 10.1.100.254 next hop with an Administrative Distance of one (1). (This is a static route.)
· 10.1.1.0/30 is reachable via the 10.1.100.12 next hop with an Administrative Distance of one (1). (This is a static route.)

As a result, the packet will always be forwarded to 10.1.100.12 (i.e. R2) via VE 100. Since R2 still has a connected route to 10.1.1.0/30, the packet will be sent to CN2 on VLAN 102.

The return path from CN2 to HCN 1.1 is much less convoluted. CN2 will forward the packet to R2. (CN2 cannot differentiate between an HCN in it’s rack vs. an HCN in another rack to it treats them all the same way.) Since R2 is directly connected to the HCN VLAN for that Virtual Hadoop Cluster, the packet is then sent directly to the MAC address of HCN 1.1.
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Fig. 10 – Path from CN2 to HCN 1.1.

In short, by pre-provisioning a static route, traffic can be redirected to a backup CN simply by disabling a logical interface on a router. But, how does that happen?

Health Checking Cache Nodes and Initiating Recoveries

Probably the best way to check the health of a particular CN is to periodically poll a URL (using TCP 80) on that CN. If the response is valid (it is possible to include status information in the response) then we know that the CN is alive and functioning correctly.

In an ideal world, the polling would take place on the 10.1.1.1 interface. But, it would be much easier to poll the VLAN 100 interface of the CN. (So, for CN1, we’d be polling the 10.1.100.101 address. A Sensor/Trigger can be defined using an event driven automation tool like Stackstorm or Brocade Workflow Composer. When the CN fails to respond correctly (either fails to respond at all or simply fails to give the “I’m OK” message), a script can be called that will disable the appropriate VE on the appropriate router.

Likewise, once the CN has recovered, the “I’m OK” message will return and the system can call another script to re-enable the appropriate VE on the appropriate router. (It may be desirable to insert a wait-time into the work flow to allow the system to stabilize and capture it’s configuration.)


Configuring the Switches
The following worksheet describes the configuration for the network contained in Figure 11.
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Fig. 11 – Multi-Tenant Network


It is worth noting that all configurations are run on the Principal Switch of the Ethernet Fabric. This configuration assumes that the fabric is already operating and healthy.

Step 1 – Enabling Fabric Virtual Gateway
The following configurations are used to enable Fabric Virtual Gateway across the entire fabric. It is done once for the fabric as a whole.

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# router fabric-virtual-gateway
Switch01(conf-router-fabric-virtual-gateway)# address-family ipv4
Switch01(conf-address-family-ipv4)# no enable
Switch01(conf-address-family-ipv4)# gateway-mac-address 0202.0202.0202
Switch01(conf-address-family-ipv4)# gratuitous-arp timer 60
Switch01(conf-address-family-ipv4)# accept-unicast-arp-request
Switch01(conf-address-family-ipv4)# enable
Switch01(conf-address-family-ipv4)# end
Switch01# 

Step 2 – Creating Static Routes
Static routes are used both to facilitate normal communications and for backups. Here is how to configure the static routes on the system. 

The following table lists the static routes and describes the purpose of each.


	Static Routes

	Device
	Network
	Next Hop
	Description

	R1
	0.0.0.0/0
	10.1.100.254
	Default gateway points to the edge router on VLAN 100.

	
	10.1.1.0/30
	10.1.100.12
	Backup route that defines CN2 as the backup Cache Node for Rack 1.

	R2
	0.0.0.0/0
	10.1.100.254
	Default gateway points to the edge router on VLAN 100.

	
	10.1.1.0/30
	10.1.100.13
	Backup route that defines CN3 as the backup Cache Node for Rack 2.

	R3
	0.0.0.0/0
	10.1.100.254
	Default gateway points to the edge router on VLAN 100.

	
	10.1.1.0/30
	10.1.100.14
	Backup route that defines CN1 as the backup Cache Node for Rack 3.



Fig. 12 – Static Routes on Brocade Switches

To configure the static routes, use the following commands:

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# rbridge-id 1
Switch01(config-rbridge-id-1)# ip route 0.0.0.0/0 10.1.100.254
Switch01(config-rbridge-id-1)# ip route 10.1.1.0/30 10.1.100.12
Switch01(config-rbridge-id-1)# top
Switch01(config)# rbridge-id 2
Switch01(config-rbridge-id-2)# ip route 0.0.0.0/0 10.1.100.254
Switch01(config-rbridge-id-2)# ip route 10.1.1.0/30 10.1.100.13
Switch01(config-rbridge-id-2)# top
Switch01(config)# rbridge-id 3
Switch01(config-rbridge-id-3)# ip route 0.0.0.0/0 10.1.100.254
Switch01(config-rbridge-id-3)# ip route 10.1.1.0/30 10.1.100.11
Switch01(config-rbridge-id-3)# end
Switch01#

Step 3 – Creating the Cache Transit VLAN
The system will have one Cache Transit VLAN. This VLAN is used to allow the Cache Nodes to communicate with each other and to provide a backup path in case redundancy is needed. It is also used to host the DHCP server and the edge router.

	Cache Transit VLAN Addresses

	Device
	Interface
	Address

	Fabric
	VE100 (FVG)
	10.1.100.1/24

	R1
	VE 100
	10.1.100.11/24

	R2
	VE 100
	10.1.100.12/24

	R3
	VE 100
	10.1.100.13/24


Fig. 13 – Cache Transit VLAN Addresses

First, we’ll create the VLAN.

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# interface vlan 100
Switch01(config-Vlan-100)# end
Switch01#

Then, we’ll create the Virtual Ethernet Interface for each Switch.

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# rbridge-id 1
Switch01(config-rbridge-id-1)# interface ve 100
Switch01(config-rbridge-Ve-100)# ip address 10.1.100.11/24
Switch01(config-rbridge-Ve-100)# no shutdown
Switch01(config-rbridge-Ve-100)# top
Switch01(config)# rbridge-id 2
Switch01(config-rbridge-id-2)# interface ve 100
Switch01(config-rbridge-Ve-100)# ip address 10.1.100.12/24
Switch01(config-rbridge-Ve-100)# no shutdown
Switch01(config-rbridge-Ve-100)# top
Switch01(config)# rbridge-id 3
Switch01(config-rbridge-id-3)# interface ve 100
Switch01(config-rbridge-Ve-100)# ip address 10.1.100.13/24
Switch01(config-rbridge-Ve-100)# no shutdown
Switch01(config-rbridge-Ve-100)# end
Switch01#

Finally, we’ll configure the Fabric Virtual Gateway interface.

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# interface ve 100
Switch01(config-Ve-100)# attach rbridge-id add 1
Switch01(config-Ve-100)# attach rbridge-id add 2
Switch01(config-Ve-100)# attach rbridge-id add 3
Switch01(config-Ve-100)# ip fabric-virtual-gateway
Switch01(config-ip-fabric-virtual-gw)# gateway-address 10.1.100.1/24
Switch01(config-ip-fabric-virtual-gw)# gratuitous-arp timer 15
Switch01(config-ip-fabric-virtual-gw)# hold-time 30
Switch01(config-ip-fabric-virtual-gw)# enable
Switch01(config-ip-fabric-virtual-gw)# end
Switch01#



Step 4 – Creating the Cache Node VLANs
Each Cache Node has it’s own Cache Node VLAN. This configuration walks you through the process of configuring them. It is important to note that each Cache Node has the same IP address and the addressing for each Cache Node VLAN is the same. 

This table shows how the Cache Node VLANs are being deployed for the three Cache Nodes.

	Cache Transit VLAN Addresses

	Device
	Interface
	Address

	R1
	VE 101
	10.1.1.2/30

	R2
	VE 102
	10.1.1.2/30

	R3
	VE 103
	10.1.1.2/30


Fig. 14 – Cache Node VLAN Configuration

The first step is to create the VLANs.

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# interface vlan 101
Switch01(config-Vlan-101)# top
Switch01(config)# interface vlan 102
Switch01(config-Vlan-102)# top
Switch01(config)# interface vlan 103
Switch01(config-Vlan-103)# end
Switch01# 


Next, we can configure the Virtual Ethernet interfaces that connect to each VLAN.

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# rbridge-id 1
Switch01(config-rbridge-id-1)# interface ve 101
Switch01(config-rbridge-Ve-101)# ip address 10.1.1.2/30
Switch01(config-rbridge-Ve-101)# no shutdown
Switch01(config-rbridge-Ve-101)# top
Switch01(config)# rbridge-id 2
Switch01(config-rbridge-id-2)# interface ve 102
Switch01(config-rbridge-Ve-102)# ip address 10.1.1.2/30
Switch01(config-rbridge-Ve-102)# no shutdown
Switch01(config-rbridge-Ve-102)# top
Switch01(config)# rbridge-id 3
Switch01(config-rbridge-id-3)# interface ve 103
Switch01(config-rbridge-Ve-103)# ip address 10.1.1.2/30
Switch01(config-rbridge-Ve-103)# no shutdown
Switch01(config-rbridge-Ve-103)# end
Switch01#




Step 5 – Connecting Cache Nodes to the Switch
Each Cache Node must be able to communicate on both the Cache Transit VLAN and it’s own Cache Node VLAN. This configuration extends both VLANs (using VLAN tagging) to the Cache Nodes.

In this example, we’re assuming that each Cache Node is connected to port 2 on it’s switch.

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# interface TenGigabitEthernet 1/0/2
Switch01(conf-if-te-1/0/2)# switchport
Switch01(conf-if-te-1/0/2)# switchport mode trunk
Switch01(conf-if-te-1/0/2)# switchport trunk allowed vlan add 100
Switch01(conf-if-te-1/0/2)# switchport trunk allowed vlan add 101
Switch01(conf-if-te-1/0/2)# no shutdown
Switch01(conf-if-te-1/0/2)# top
Switch01(config)# interface TenGigabitEthernet 2/0/2
Switch01(conf-if-te-2/0/2)# switchport
Switch01(conf-if-te-2/0/2)# switchport mode trunk
Switch01(conf-if-te-2/0/2)# switchport trunk allowed vlan add 100
Switch01(conf-if-te-2/0/2)# switchport trunk allowed vlan add 102
Switch01(conf-if-te-2/0/2)# no shutdown
Switch01(conf-if-te-2/0/2)# top
Switch01(config)# interface TenGigabitEthernet 3/0/2
Switch01(conf-if-te-3/0/2)# switchport
Switch01(conf-if-te-3/0/2)# switchport mode trunk
Switch01(conf-if-te-3/0/2)# switchport trunk allowed vlan add 100
Switch01(conf-if-te-3/0/2)# switchport trunk allowed vlan add 103
Switch01(conf-if-te-3/0/2)# no shutdown
Switch01(conf-if-te-3/0/2)# end
Switch01#

Step 6 – Creating a Hadoop Compute Node (HCN) VLAN
Each Virtual Hadoop Cluster gets its own HCN VLAN. This process walks you through the process of creating two of them. Simply repeat the process as needed. In this example, we’ve configured we’ve configured VLANs 1001 and 1002. 

	Hadoop Compute Node VLAN Addressing

	Device
	Interface
	Address

	Fabric
	VE 1001 (FVG)
	10.128.1.1/23

	
	VE 1002 (FVG)
	10.128.3.1/23

	R1
	VE 1001
	10.128.1.11/23

	
	VE 1002
	10.128.3.11/23

	R2
	VE 1001
	10.128.1.12/23

	
	VE 1002
	10.128.3.12/23

	R3
	VE 1001
	10.128.1.13/23

	
	VE 1002
	10.128.3.13/23


Fig. 15 – Hadoop Compute Node VLAN Information

Remember that each Cache Node needs a route to each Hadoop Compute Node. The easiest solution is to put all of the routes into a contiguous range. In our example, they are all placed in the 10.128.0.0/9 address range.

Let’s start by freeing up the VLAN space. By default, the VDX switches reserve VLAN 1002 to use by Fibre Channel over Ethernet (FCoE). This is easily corrected using the following commands. (This example moves the FCoE VLAN to VLAN 3999.)

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# fcoe
Switch01(config-fcoe)# fabric-map default
Switch01(config-fcoe-fabric-map-default)# vlan 3999
Switch01(config-fcoe-fabric-map-default)# end
Switch01#

The next step is to create the VLANs.

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# interface vlan 1001
Switch01(config-Vlan-1001)# top
Switch01(config)# interface vlan 1002
Switch01(config-Vlan-1002)# end
Switch01#

We can then create the appropriate Virtual Ethernet interfaces on the switches.

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# rbridge-id 1
Switch01(config-rbridge-id-1)# interface ve 1001
Switch01(config-rbridge-Ve-1001)# ip address 10.128.1.11/23
Switch01(config-rbridge-Ve-1001)# ip dhcp relay address 10.1.100.2
Switch01(config-rbridge-Ve-1001)# no shutdown
Switch01(config-rbridge-Ve-1001)# exit
Switch01(config-rbridge-id-1)# interface ve 1002
Switch01(config-rbridge-Ve-1002)# ip address 10.128.3.11/23
Switch01(config-rbridge-Ve-1002)# ip dhcp relay address 10.1.100.2
Switch01(config-rbridge-Ve-1002)# no shutdown
Switch01(config-rbridge-Ve-1002)# top
Switch01(config)# rbridge-id 2
Switch01(config-rbridge-id-2)# interface ve 1001
Switch01(config-rbridge-Ve-1001)# ip address 10.128.1.12/23
Switch01(config-rbridge-Ve-1001)# ip dhcp relay address 10.1.100.2
Switch01(config-rbridge-Ve-1001)# no shutdown
Switch01(config-rbridge-Ve-1001)# exit
Switch01(config-rbridge-id-2)# interface ve 1002
Switch01(config-rbridge-Ve-1002)# ip address 10.128.3.12/23
Switch01(config-rbridge-Ve-1002)# ip dhcp relay address 10.1.100.2
Switch01(config-rbridge-Ve-1002)# no shutdown
Switch01(config-rbridge-Ve-1002)# top
Switch01(config)# rbridge-id 3
Switch01(config-rbridge-id-3)# interface ve 1001
Switch01(config-rbridge-Ve-1001)# ip address 10.128.1.13/23
Switch01(config-rbridge-Ve-1001)# ip dhcp relay address 10.1.100.2
Switch01(config-rbridge-Ve-1001)# no shutdown
Switch01(config-rbridge-Ve-1001)# exit
Switch01(config-rbridge-id-3)# interface ve 1002
Switch01(config-rbridge-Ve-1002)# ip address 10.128.3.13/23
Switch01(config-rbridge-Ve-1002)# ip dhcp relay address 10.1.100.2
Switch01(config-rbridge-Ve-1002)# no shutdown
Switch01(config-rbridge-Ve-1002)# end
Switch01#

And, finally, create the Fabric Virtual Gateway for the HCN VLANs.

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# interface ve 1001
Switch01(config-Ve-1001)# attach rbridge-id add 1
Switch01(config-Ve-1001)# attach rbridge-id add 2
Switch01(config-Ve-1001)# attach rbridge-id add 3
Switch01(config-Ve-1001)# ip fabric-virtual-gateway
Switch01(config-ip-fabric-virtual-gw)# gateway-address 10.128.1.1/23
Switch01(config-ip-fabric-virtual-gw)# gratuitous-arp timer 15
Switch01(config-ip-fabric-virtual-gw)# hold-time 30
Switch01(config-ip-fabric-virtual-gw)# enable
Switch01(config-ip-fabric-virtual-gw)# exit
Switch01(config-Ve-1001)# interface ve 1002
Switch01(config-Ve-1002)# attach rbridge-id add 1
Switch01(config-Ve-1002)# attach rbridge-id add 2
Switch01(config-Ve-1002)# attach rbridge-id add 3
Switch01(config-Ve-1002)# ip fabric-virtual-gateway
Switch01(config-ip-fabric-virtual-gw)# gateway-address 10.128.3.1/23
Switch01(config-ip-fabric-virtual-gw)# gratuitous-arp timer 15
Switch01(config-ip-fabric-virtual-gw)# hold-time 30
Switch01(config-ip-fabric-virtual-gw)# enable
Switch01(config-ip-fabric-virtual-gw)# end
Switch01#


Step 7 – Connecting Hadoop Compute Nodes to the Switch
For the sake of discussion, let’s assume that Hadoop Compute Nodes are connected to ports 11 to 40 on each of the switches and that each can (in theory) be a member of any Virtual Hadoop Cluster. The following commands will connect each of the ports (11 to 40 on each switch) to the range of HCN VLANs (1001 to 1002, in this example).

Switch01# configure terminal
Entering configuration mode terminal
Switch01(config)# interface TenGigabitEthernet 1/0/11-40
Switch01(conf-if-te-1/0/11-40)# switchport
Switch01(conf-if-te-1/0/11-40)# switchport mode trunk
Switch01(conf-if-te-1/0/11-40)# switchport trunk allowed vlan add 1001-1002
Switch01(conf-if-te-1/0/11-40)# no shutdown
Switch01(conf-if-te-1/0/11-40)# top
Switch01(config)# interface TenGigabitEthernet 2/0/11-40
Switch01(conf-if-te-2/0/11-40)# switchport
Switch01(conf-if-te-2/0/11-40)# switchport mode trunk
Switch01(conf-if-te-2/0/11-40)# switchport trunk allowed vlan add 1001-1002
Switch01(conf-if-te-2/0/11-40)# no shutdown
Switch01(conf-if-te-2/0/11-40)# top
Switch01(config)# interface TenGigabitEthernet 3/0/11-40
Switch01(conf-if-te-3/0/11-40)# switchport
Switch01(conf-if-te-3/0/11-40)# switchport mode trunk
Switch01(conf-if-te-3/0/11-40)# switchport trunk allowed vlan add 1001-1002
Switch01(conf-if-te-3/0/11-40)# no shutdown
Switch01(conf-if-te-3/0/11-40)# end
Switch01# 

System Testing
A fabric of three VDX6740T switches was configured with a Cache Transit VLAN, one Cache Node VLAN for each switch and varying numbers of Hadoop Compute Node VLANs (as described in this document). With no traffic flowing across the system, we observed the following:

[image: ]
Fig. 16 – Switch CPU Utilization by Number of HCN VLANs
[image: ]
Fig. 17 – Switch Memory Consumption by Number of HCN VLANs

In each of the above cases, RB2 was the Principal Switch, which explains the incrementally higher CPU and Memory utilization. Based on these observations, it would probably be best to limit the number of HCN VLANs to about 600 at any given time. (The CPU spike above about 650 HCN VLANs suggests an exhaustion of the CAM which would cause traffic forwarding to be based on CPU.)
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